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1 Related Documents

Put a list of related documents
Marketing Requirements

Product Definition

Design Spec – this comes after and will be a revision to this functional specification

Complementary specifications. 

Any other document that support/enhance the understanding of this document.

Any documents on related products that pertain to this effort.

If the doc is in HTML then these should be hot links to those documents.

2 Relation to Requirements

What are the marketing requirements? They express some set of features/functions to add, but not really describe what needs doing or how. How does this project relate to those requirements?
Not all projects or programs necessarily translate to some exact requirements but may be a necessary part of the overall solution. The project may provide the basis for some feature and not the feature itself. 

3 Relation to Roadmap

Rarely does some project encompass all the features or functions that will ever be done in some area. How does the work of this project relate to the overall roadmap for efforts in this area? Is it some initial foray or some late-stage refinement?

Some explanation of predecessors and follow on efforts would be worthwhile to communicate where this project sits in the overall roadmap.
4 Problem Statement

What is the problem to be solved?  Describe it terms of the functionality required, not the methods of solution. Though those details might leak in, the point here is to convey what problem is being addressed. It’s all about what needs to be done. The problem statement may be brief, but it must describe all the issues that need to be addressed by the implementation.

For Example:

Silent data corruption can lead to uncorrectable errors.

Disks and related hardware may cause as-yet undetected corruption of meta and user data. 

The causes of this corruption are many. Disks may drop sectors from write requests, creating “holes.” Disks may drop entire write requests, leaving the previous write image present on the disk. Host bus adapters may flip bits, or mismanage scatter/gather lists such that data is written to/read from the wrong memory locations.

Since each of these example cases are accompanied by the reporting of successful completion of the request they represent silent data corruption. That is, based upon the status of the operation the corruption goes undetected.

Providing an enterprise-capable file system requires that this data corruption not be tolerated. However, addressing the problems of data corruption requires addressing a number of customer and vendor visible issues.

Each block of data requires two forms of protection. The first is a checksum of some kind that insures data consistency. This validates that the data read is self-consistent. This protects the filer from corruption sources of bad adapters, lost sectors, misdirected operations, etc.

The second protection comes in the form some metadata tag. That is some identifier that confirms the data read is what was the filer expected to read. This protects the filer from lost writes where for some reason a whole write operation, or series of writes never make it to the media. Checksums are not enough for the case of lost writes as the previous on-disk image may satisfy the interrogation of checksums. If a disk failed to write all sectors then thethe subsequent  read of those sectors would yield a successful status, a data image that is self consistent(according to checksums) and completely incorrect!
The problem set of integrity must address a variety of issues and concerns. Note that the combination of data integrity checks and metadata checks are being lumped under the heading of  ‘checksums’. When discussing checksums, the intent is to describe all data integrity checks. It may be that it’s best to split the data and metadata checks as they may occur in separate domains. The design specification will address the exact methods employed. The issues are described below.

Where and how are the integrity checks performed? Since the integrity checks must be done after data arrives in memory(remember that we don’t trust adapters), in which environment shall the checks be performed?

Additionally, how do we pass along the proper metadata to enable lost write protection? That metadata is available from the file system and may be validated in a number of places, but where is the appropriate place to provide for metadata checks?

How does such things as the DIF implementation for SCSI 3 affect the implementation? What enhancements, either in performance, reliability or capacity may be realized when using DIF?

How do we migrate to volumes with checksums? Does the migration require changes to the filesystem layout? Is it possible to downgrade to a previous release after upgrading to a checksum-enabled release?

Does the upgrade require downtime? Can it be done in the background?

What additional requirements in terms of disk space are there for checksums? Are there volume conditions that prohibit the upgrade to checksummed volumes?

What happens when we detect corruption? What controls over arrays do we have to effect repairs are there? Can we cause an array to recover gracefully from such a condition or do we need to perform bad block management to protect against data corruption?

What is the effect on the filesystem? What happens when corruption is discovered? Can the filesystem handle the report of an unrecoverable disk error?

5 Solution

Here you present an overview of the solution. The overview should be at the same level of detail as the Problem Statement. That is answer the questions or problems you pose, but don’t feel you have to provide the whole design. Remember, the documentation evolves as does the thinking. Here it’s ok not to have all the answers of how to solve the problems, just be able to provide some reasonable answers to the questions the problem statement poses.

Block diagrams, state diagrams are valuable additions to functional specs as they communicate boundaries and interfaces that modules will employ for implementing the solution. 

6 User Interface 

Is there any user interface for this project? Some infrastructure projects have no user visible interface, but if they do, describe them and how they work. 

Commands and parameters can be described here. This also helps any tech pubs work to be done as it provides a leg up on commands. Done well, much of the text of this section provides the background information for user guides and man pages. It also helps describe what the project does not do.

7 Dependencies

To complete this project what else has to change? Are there supporting features that need enhancement or rework to provide some portion of the foundation for this project? Are these features outside the scope of this project and are being provided by some other group/persons?

8 Migration Strategy

Does this project have revert-to impacts? If a filer is upgraded to include this project’s functionality, what happens if a previous revision is later installed? Does there need to consideration for upgrade/revert effects? Does the upgrade involve more than just putting down a new image? Will it require some time to update volumes? Alter on-disk formats? Are there any projections about how long things might take?

This may be a bit of duplication from the Solution section. However, groups like Customer Service may be keen to have called out the effects of this project. 

Enumerate changes to internal APIs. What side-effects should be considered? What external interfaces might or might not be supported as a result?
9 Testing Strategy

It’s never too early to think about how something is to be tested. Here you can describe the methods you’ll use to test the project. The details need not be worked out (you’ll do that in the design document) but some idea of how testing is to be done should be given some thought and explanation.

For example, will there be commands that test boundary conditions? Are there methods that restrict parts of the system to better stress the project? 

What environment is necessary to test the project? Is the project fairly contained in the filer or does it need lots of client attachments? How about storage? What and what kinds does it need to be tested with? 

Are there compile time parameters that may be adjusted to stress the project and shake out bugs? How will robustness be validated?
There are some areas that often

9.1 Key Limits

For testing purposes, what are the key limits of the project? How might these limits be tested? Will there be some tool development to assist in this?
9.2 On Disk Formats

Will the project affect on disk formats? What tools or fixtures are planned to verify the correctness of operation?

9.3 Cluster Operations

Will the project affect operations on clusters? What tools or fixtures are planned to verify the correctness of operation?

9.4 Cooperative Testing

Are there effects to be considered here? What about applications such as dump and restore? SAMBA? Are the changes planned going to affect these or other applications?

10 Performance Criteria

What criteria is there for performance and how is it to be measured? Is it some percentage increase or decrease in ops? What are the expectations for performance of this project? What substantiates the projections? What are the measurements or studies that provide the basis for the performance expectations?
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